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Governance frameworks that treat maintainer history and familiar-looking dependency names 
as sufficient trust signals create systemic risk when both can be manufactured or compromised. 
Zero Trust for Code addresses this by requiring a pre-execution trust decision on what a build 
script actually does, rather than trusting it based on reputation alone.

Attackers compromised the maintainer account behind a widely used Rust crate and used it to 
add a first-ever dependency to the project. That new dependency was a 'typosquatted' package 
designed to closely resemble the name, author metadata, and versioning, of a separate, 
extremely well-known and trusted crate. The attackers published the 'typosquatted' package 
under a fake account impersonating that trusted crate's real author. Its initial release was clean, 
functioning code, establishing a normal-looking publishing history before a later update added a 
build script that executed automatically during compilation. That script assembled a 
command-and-control address from encoded fragments, downloaded a platform-specific 
payload, and executed it. All before allowing the build to complete normally, so nothing appeared
 out of place. 
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The governance failure is not that a popular 
crate was compromised, but that trust in the 
ecosystem depended on two signals that 
neither require nor guarantee anything 
about actual behavior: a maintainer 
account's history, and a dependency's 
resemblance to something already well 
established. The compromised crate's usual 
clean history said nothing about the account 
controlling it today. The typosquatted 
dependency's name, author metadata, and 
version numbering were deliberately built to 
mirror a genuinely trusted package, without 
any of the scrutiny that trusted package had 
actually earned over time. 
 
This is compounded by how the malicious 
behavior was staged to avoid drawing 
attention at the moment it mattered most. 
The typosquatted package's first release 
contained no malicious code at all, existing 
solely to establish a normal publishing 
history so it would not appear as a 
suspicious. A brand-new dependency was 
later added to the compromised crate. Any 
review conducted at that point would have 
found an established account adding a 
dependency that itself had an established 
history. 
 
The underlying breakdown is the absence of 
a trust decision that evaluates what a build 
script does at the moment a project actually 
compiles, independent of maintainer 
reputation or how convincingly a 
dependency identity was constructed. A 
build process is typically treated as a routine, 
trusted step. This incident shows that trust 
extending automatically to whatever a build 
script runs, without a separate evaluation of 
that behavior, is exactly the assumption a 
staged, patient compromise is built to 
exploit. 

• Credential and environment variable theft 
carried out automatically during a routine, 
build process. 
 
• Trust created through a newly created 
dependency deliberately designed to 
resemble an established, widely trusted 
package. 
 
• Malicious behavior staged behind an initial 
clean release, defeating traditional reviews. 

• How do you validate what a build script 
does at compile time, independent of the 
maintainer account's history? 
 
• How do you evaluate a new dependency's 
actual behavior rather than its resemblance 
to an already-trusted package? 
 
• What controls detect a first-time 
dependency added to a project with an 
otherwise long, stable history? 
 
• How do you account for malicious behavior 
introduced only after a package has 
established a clean publishing record? 
 
• What evidence do you maintain that 
build-time execution was assessed directly, 
rather than inferred from account or 
dependency reputation? 
 
A consistent signal is the disconnect between 
reputation and actual behavior. Maintainer 
history and a trusted-looking dependency can
 both be manufactured, and neither confirms 
what executes during a build
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Zero Trust for Code introduces a trust decision at the point a build script actually executes, 
evaluating its behavior directly rather than relying on maintainer account history or a dependency
 resemblance to an established package. This means a build process is assessed on what it does 
when it runs, regardless of how long the account behind it has existed or how familiar a new 
dependency name appears. 
 
This directly addresses the governance weakness exposed by this campaign: the assumption that 
an established account and a plausible-looking dependency are evidence of safety. By requiring a 
pre-execution trust decision independent of reputation, organizations can evaluate what a build 
script does even when everything surrounding it, the account, the dependency's identity, and its 
publishing history, was deliberately constructed to appear trustworthy. 
 
The result is a governance model where build-time execution earns trust on its own behavior, thus
 closing the space this campaign relied on when it patiently staged reputation on both sides of the 
compromise before ever executing anything malicious. 

• Establish governance controls that evaluate build script behavior independently of maintainer 
account history. 
 
• Require a pre-execution trust decision for any new dependency added to an established project, 
regardless of that dependency's own apparent history. 
 
• Treat close resemblance to a trusted package's name or author identity as requiring additional 
scrutiny, not less. 
 
• Monitor for build-time execution reaching external network addresses during routine 
compilation. 
 
• Maintain a record of build script behavior evaluated at execution, separate from account or 
dependency reputation. 

Analysis based on reporting from BleepingComputer on the arrayref Rust crate supply chain 
attack, CodeHunter Labs evaluation of governance gaps in build-time execution trust, and 
alignment with NIST 800-53 and NIST SSDF integrity control objectives. 


