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Executive Summary

Federal agencies have been implementing the controls that Executive Order 
14028 required since it was released in 2021 in response to major supply 
chain attacks, including SolarWinds. Software Bills of Materials, code signing, 
multi-factor authentication, provenance verification, and secure development 
frameworks are now standard practice across much of the federal government. 
Those controls were the right policy response to a real problem. They established 
a transparency baseline the federal government had not previously mandated.

They do not answer the question that determines whether an attack succeeds: 
what will this software do when it runs?

A signed artifact can be weaponized. A trusted vendor can be compromised. A software dependency with a clean 
SBOM can execute malicious logic. The controls EO 14028 established verify where software came from and what 
it contains. None of them verify what software is capable of doing before it executes.

The 2024 XZ Utils backdoor proved the same pattern hasn't gone away. A maintainer spent two years earning 
trust, then slipped a remote-execution backdoor into a library used in nearly every Linux distribution. Reputation 
and review missed it; an engineer caught it by accident, noticing SSH logins running 500 milliseconds slower than 
normal. Third-party involvement in breaches has climbed from 30% to 48% in the past year alone, and exploitation 
of vulnerabilities is now the leading initial access vector, up from 20% to 31% over the same period. AI has added 
velocity on top of that scale: attackers can now generate novel code variants at machine speed, each one different 
enough that no one, defender or attacker, fully knows its capability until it runs.

Zero Trust for Code extends Zero Trust principles to 
software execution. Every artifact is treated as untrusted 
until its behavioral capability has been analyzed, 
evaluated against policy, and authorized before it runs. 
CodeHunter operationalizes this framework, providing 
federal  agencies with a pre-execution control layer that 
complements EO 14028 framework objectives and 
existing Zero Trust investments.

EO 14028:  
Know What Is In Your Software

ZERO TRUST FOR CODE:  
Know What Your Software Can Do

Zero Trust for Code
The Missing Control Layer for Federal Agencies

PRE-EXECUTION SOFTWARE TRUST 
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The Federal Threat Landscape

Federal agencies manage systems that process sensitive US and Non-US citizen data, support critical 
infrastructure, and connect to hundreds of thousands of contractors and third-party software 
suppliers. That combination makes them a persistent, high-value target for nation-state adversaries.

The 2024 XZ Utils backdoor is the clearest recent proof of what software supply chain compromise 
looks like in practice. A pseudonymous contributor spent two years earning maintainer status on an 
open-source project, then inserted a remote-execution backdoor into a compression library used 
across nearly every Linux distribution, including systems federal agencies run. Code review and 
maintainer reputation missed it. It was caught by accident: an engineer noticed SSH logins running 500 
milliseconds slower than normal.

AI has since changed the threat model. Generating a novel malware variant once required 
sophisticated adversaries with significant technical resources. AI makes that capability more 
accessible. Payloads can now be generated, mutated, and delivered at machine speed, each instance 
unique enough to bypass detection systems built on known signatures or behavioral patterns from 
prior observations. Detection is reaching its ceiling. The attack surface is not.

Three realities amplify this risk for federal agencies specifically.

Federal agencies run complex, contractor-heavy software environments. Every third-party tool, 
shared service, COTS package, and contractor-delivered artifact is an execution entry point. The 
attack surface extends to every piece of software the agency trusts to run, not just the agency 
network. NIST SP 800-161 Rev. 1 gives agencies cybersecurity supply chain risk management 
(C-SCRM) practices for exactly this environment. Defense contractors are subject to CMMC 2.0 and 
NIST SP 800-171 requirements. But C-SCRM acquisition and governance controls do not verify what a 
delivered artifact actually does once it is running.

Mission systems cannot tolerate the recovery timelines that follow post-execution incident response. 
Containment, investigation, notification, and remediation take weeks. Mission continuity does not wait 
for forensics to complete.

Federal data carries national security and privacy implications that make a successful attack more 
consequential than most commercial incidents. The blast radius of a supply chain compromise in a 
federal environment is measured in mission impact, not business disruption.
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What EO 14028 Got Right, and What it Missed

Executive Order 14028 was a direct response to SolarWinds and the pattern of software supply chain attacks 
preceding it. It established meaningful transparency and integrity requirements across the federal software 
ecosystem. Those requirements addressed three foundational questions agencies had not previously been 
required to answer.

EO 14028 
REQUIREMENT

WHAT IT ESTABLISHES WHAT IT DOES NOT ESTABLISH

Software Bill of 
Materials (SBOM)

Component and dependency transparency; 
identification of known vulnerabilities 
within the artifact, consistent with 
NIST SP 800-161 Rev. 1 supply chain 
transparency practices and NIST SP 800-53 
Rev. 5 SR-4 (Provenance).

Whether those components 
behave safely at execution time, 
or whether the artifact has 
been manipulated after composition.

Code Signing and 
Provenance

Artifact origin and build integrity; 
confirmation that the artifact came from 
the expected publisher via the expected 
process, per NIST SP 800-53 Rev. 5 CM-14 
(Signed Components).

Whether a signed artifact has 
been altered or weaponized after 
signing, or whether it executes 
behavior consistent with its 
stated purpose.

Secure Software 
Development 
Framework (SSDF, 
NIST SP 800-218)	

Development process controls and 
attestation that software was built 
following secure practices, mapped to NIST 
SP 800-53 Rev. 5 SA-11 (Developer Testing 
and Evaluation).	

Whether the resulting artifact 
executes as intended, or whether 
the development process 
produced code with unintended or 
malicious capability.

These requirements established a baseline of software supply chain transparency the federal government had not 
previously mandated. They remain the right starting point. Compliance with every one of them still leaves the most 
important question unanswered.

WHAT IS THIS SOFTWARE CAPABLE OF DOING IF IT RUNS?

EO 14028 established requirements for what software contains and where it came from. It did not 
establish a requirement to verify what software is capable of doing before it executes. That is the pre-
execution control CodeHunter provides.

The federal government’s approach to software supply chain compliance has also continued to evolve. 
Beginning in 2025, the administration moved away from centralized attestation validation and toward an 
agency-led, risk-based approach to secure software development compliance. That shift places more of 
the verification burden on individual agencies and increases the value of independent, evidence-based 
assessment of what software actually does, rather than reliance on vendor-submitted attestation alone.
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Zero Trust for Code in the Federal Context

OMB Memorandum M-22-09 established the federal Zero Trust strategy, built on the tenets defined in NIST 
SP 800-207 (Zero Trust Architecture), and defined five pillars: Identity, Devices, Networks, Applications and 
Workloads, and Data. The Department of Defense implements the same tenets through its own DoD Zero Trust 
Strategy and Reference Architecture. The CISA Zero Trust Maturity Model provides implementation guidance 
across each pillar.

The Applications and Workloads pillar is the closest existing federal guidance to code execution control, 
addressing application access, resource isolation, and workload protection through controls like NIST SP 800-53 
Rev. 5 CM-7 (Least Functionality) and AC-6 (Least Privilege). Neither control requires verifying what an artifact 
will do before it executes.

Zero Trust for Code completes the execution layer the existing federal Zero Trust framework does not address. 
No code should be trusted based on origin, signature, reputation, or build process alone. Trust must be earned 
through behavioral verification before execution.

ZERO TRUST PILLAR CORE QUESTION
VERIFIES BEHAVIOR 
BEFORE EXECUTION?

Identity Who is requesting access? No

Devices Is the device trustworthy? No

Networks What traffic is permitted? No

Applications & Workloads
Is the application isolated and running with 
least privilege?

No

Data What information can be accessed? No

Code
What is this software capable of doing, and 
should it be allowed to execute?

Yes
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IDENTITY. DEVICE. NETWORK. WORKLOADS. DATA. NOW CODE.

The June 2026 Executive Order, Promoting Advanced Artificial Intelligence 
Innovation and Security, adds further urgency. It directs agencies to prioritize 
the cyber defense of civilian federal information systems and establishes an AI 
cybersecurity clearinghouse to identify and remediate software vulnerabilities at 
scale. Federal agencies are adopting AI systems and AI-assisted development at 
scale. AI-generated code and agentic AI tools introduce artifacts whose behavioral 
intent is uncertain even to the developers who produced them. That uncertainty 
demands a pre-execution verification layer. Zero Trust for Code provides it.
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How CodeHunter Works

 CodeHunter puts Zero Trust for Code into practice through four capabilities: behavioral intent 
analysis, behavior-scoped policy, deterministic verdicts, and local enforcement.

1 	 BEHAVIORAL INTENT ANALYSIS

Traditional malware detection asks whether a file looks like known threats. CodeHunter asks a better 
question: what can this file actually do?

The platform examines executable files—inbound, internal, or third-party—using both static analysis 
and dynamic observation to build a behavioral profile. This profile reveals what the file is designed to 
do: interact with systems, use privileges, establish persistence, and more.

It doesn't matter if a file is obfuscated, modified, repackaged, or brand new. If it tries to escalate 
privileges, tamper with credentials or security settings, contact suspicious infrastructure, or move 
laterally, CodeHunter identifies those capabilities before the file ever runs.

2 	 BEHAVIOR-SCOPED POLICY

Behavioral analysis does not produce a binary label. It evaluates behavior in context. The question 
is not simply whether a behavior is known to be malicious. The question is whether that behavior is 
authorized for this artifact, in this environment, under current policy.

Behavior lists can be mapped to MITRE ATT&CK and the MITRE Malware Behavior Catalog, giving security 
teams a shared vocabulary for what the artifact can do and why it matters in a federal context. The same 
behavioral evidence maps to NIST SP 800-53 Rev. 5 control objectives, including CM-7 (Least Functionality), 
SI-3 (Malicious Code Protection), SI-4 (System Monitoring), and SI-7 (Software, Firmware, and Information 
Integrity), giving compliance and audit teams a direct line from observed behavior to the control it supports.

3 	 DETERMINISTIC VERDICTS

Many security tools generate scores, confidence levels, or advisory findings. That leaves analysts to 
decide whether an artifact is dangerous enough to block. In high-volume environments, this produces 
alert fatigue and inconsistent enforcement. CodeHunter produces clear, policy-driven decisions.

VERDICT MEANING

Allow The artifact's behavior is consistent with policy and approved for execution.

Block The artifact violates policy and is prevented from running.

Restrict The artifact may run only under defined constraints.

Quarantine The artifact is isolated pending further analysis.

Require Review
The artifact is escalated for human decisioning when risk or mission context 
requires it.



How CodeHunter Works, cont.

4 	 LOCAL ENFORCEMENT

CodeHunter separates analysis from enforcement. 
Heavy analysis can occur in the CodeHunter cloud, 
while decisions are enforced locally inside the 
customer environment. For federal environments 
where real-time cloud dependencies may conflict with 
mission continuity requirements, local enforcement 
ensures execution decisions are applied without 
requiring a cloud round trip for every verdict.

The CodeHunter Control Plane

CodeHunter is designed to integrate with the workflows agencies already use to distribute software, deploy 
workloads, and manage security operations. It acts as an enforcement layer without requiring replacement of 
existing tools.

STEP WHAT HAPPENS OUTCOME

1 	 SUBMIT Artifact is submitted via endpoint, CI/CD, registry, or API Entry point established

2 	 ANALYZE Relevant behaviors are detected Capability identified

3 	 PROFILE Behavioral profile is generated Behavior cataloged

4 	 DECIDE Policy evaluates behavior against context and risk Verdict assigned

5 	 ENFORCE Decision is enforced at the control point Execution controlled

6 	 RECORD Evidence and verdict are logged
Audit and authorization 
documentation enabled

Every decision is backed by behavioral evidence, supporting governance, auditability, and consistency across 
authorization workflows. CodeHunter can feed structured behavioral evidence, verdicts, and enforcement 
outcomes into SIEM, SOAR, ticketing, and compliance workflows through standard APIs.
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Compliance and Mission Impact

Agencies and oversight bodies increasingly expect organizations to demonstrate control over software execution, 
not just attest that software came from a trusted source. CodeHunter provides a repeatable record of which 
artifact was evaluated, what behaviors were identified, which policy was applied, what decision was made, 
whether execution was allowed, and whether runtime behavior later changed from the approved profile.

FEDERAL OUTCOME WHY IT MATTERS

EO 14028 framework 
alignment

CodeHunter operationalizes the behavioral transparency objective EO 14028 
established, extending software supply chain controls from what artifacts contain to 
what artifacts can do.

CISA Zero Trust 
Maturity Model support

CodeHunter addresses the Applications and Workloads pillar by adding pre-
execution behavioral control that existing Zero Trust investments do not provide.

FISMA continuous 
monitoring

Verdicts, behavioral evidence, and enforcement outcomes are logged and available 
for FISMA continuous monitoring reporting and agency risk management programs.

ATO documentation 
and evidence

Every software execution decision generates auditable evidence supporting 
Authorization to Operate documentation and ongoing authorization workflows.

Reduced alert and 
triage burden

Deterministic verdicts reduce dependence on analyst interpretation and lower the 
volume of inconclusive findings requiring manual review.

Defense-in-depth 
without replacing 
existing tools

CodeHunter complements endpoint security, SIEM, SOAR, CI/CD tooling, and 
cloud security platforms by adding a pre-execution enforcement layer across the 
existing stack.

NIST SP 800-53 Rev. 5 
control support

Behavioral evidence per artifact maps directly to control objectives including CM-7 
(Least Functionality), SI-3 (Malicious Code Protection), SI-4 (System Monitoring), SI-7 
(Software, Firmware, and Information Integrity), and the SR family for Supply Chain 
Risk Management (SR-3, SR-6, SR-11). Security and GRC teams can cite artifact-level 
evidence against these controls rather than relying on attestation alone.

C-SCRM and SSDF 
alignment

Extends NIST SP 800-161 Rev. 1 (C-SCRM) and NIST SP 800-218 (SSDF) objectives with 
independent, pre-execution verification of contractor-delivered and COTS artifacts, 
closing the distance between acquisition-time paperwork and runtime behavior.
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ENGAGING CODEHUNTER

Zero Trust for Code is available for evaluation today, against live artifacts and real agency workflows. 
CodeHunter is expanding its federal certifications and contract vehicles in parallel, to support agencies 
as they move from evaluation to production.

To see how Zero Trust for Code works in practice, applied to live artifacts and agency workflows, 
contact CodeHunter to schedule a demonstration at codehunter.com.



Learn more at codehunter.com

About CodeHunter

CodeHunter enables organizations to enforce Zero Trust for Software Execution.  

By analyzing the behavioral intent of software artifacts before they run, CodeHunter provides 

deterministic execution decisions that prevent unknown, AI-mutated, or internally generated  

code from executing without verification. Powered by automated reverse engineering and 

behavioral analysis, CodeHunter acts as the execution trust layer across endpoint environments 

and software delivery pipelines. Security teams gain the ability to enforce Allow, Block, Contain,  

or Escalate decisions before software executes.

http://www.codehunter.com

